5710 Questions about Lab - Week of 1-26
· 1. Can we talk about converting a variable into separate variables again?   

Not exactly sure what’s being asked here but I’ll take a stab- Perhaps splitting a data by means of a grouping variable? Data split, recode, and subset type functions are available in most stat packages, and the dataset and code page will provide syntax examples.
· 2. I’d also like to review the correlation matrix, and how to go about obtaining correlations between specific subgroups in a variable.  For example, how do you find the correlation for men and tip amount, as well as women and tip amount, when those two categories both are located within the SEX variable?

You can’t.  Male (or Female) is a constant and has zero correlation with anything.  Observing correlations between two other variables by gender is possible however (e.g. size of party and tip correlation for male and for female servers).  You would need to split the data in some fashion to accomplish this.
· 3. Can we REVIEW the R Commander codes?  It was hard to recall these since most of them were [copying] syntax and not many of them were carried out through the “point-and-click” method

The point of using R-commander (note that Rcmdr is not R, did you mean R itself?) is not to use the code/syntax for basic stuff or only do so as an occasional supplement.  Rcmdr specific functions are messy in my opinion, much more so than basic R code for the same thing, and I do not recommend learning them (I’ve never found a reason to use them).  The purpose of copying the code was so that you can worry about interpretation of analysis, not programming (you can always look up the how to when the time comes).  But there are of thousands of functions , so it matters which of those you want to review, e.g. t.test, lm, smd etc. As far as menus themselves go, Rcmdr is like SPSS is like Stata is like S-Plus etc., there are Data manipulation menus, Analysis menus, Graph menus and all are pretty consistent across packages, not in offerings but in approach.  Being familiar in one pretty much makes you fluent with the others.  As an example for a one-way ANOVA:

SPSS: Analyze/Compare Means/One-way ANOVA
Rcmdr: Statistics/Means/One-way ANOVA

I will note that for whatever reason, SPSS split data functions into data and transform menus; most seem to have all that functionality in a single menu.

· 4. The difference between independent/dependent samples t-tests and how to interpret the results, especially in SPSS.  Knowing when to use one t-test over another is always confusing to me, and SPSS always generates so many numbers that don’t always make sense to me!

You’ll have to get used to it.  Most stat programs give commonly used output as default, which may be quite a bit, and if you don’t know the analysis well it will always be confusing.  I would suggest reviewing the t-test chapters and notes, and you’ll likely find the output interpretation easier.  Once you know the analysis well none of the output is likely to be confusing (aside from ambiguous results), but it can take a bit of time to get to that comfort state.  SPSS doesn’t make it easy for you with independent samples though, as it gives you output that assumes equal variances and the t-test that doesn’t.
Suggested analysis: perform both a paired and/or independent samples t-test with a focus on each component of SPSS output. You don’t even have to run it if you want to simply bring up an output file. Components: Levene’s, t, df, observed p-value, Difference between means, standard error for that difference, lower and upper bounds for X% CI
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In R you’d run the Levene’s separately if you wanted to, but by default it does not assume equal variances since there is only a marginal loss of power if the assumption is met, and it’s more accurate if not. Example output 
        Welch Two Sample t-test

data:  cooperation by sex 

t = 0.1524, df = 17.785, p-value = 0.8806

alternative hypothesis: true difference in means is not equal to 0 

95 percent confidence interval:

 -12.79432  14.79432 

sample estimates:

mean in group F mean in group M 

           48.8            47.8

States the variable names, t, df, observed p, the alternative hypothesis in words (since you can actually do one-tailed tests with it if so desired), the 95% CI for the difference between means, and the means themselves.

· 5. I would like to go over working with ANOVA tables in SPSS and R again.  Specifically interpreting the findings and applying them to our research questions.

Assume this refers to the regression ANOVA table.  The ANOVA table is part of basic regression output, but in articles you will often, if not most of the time see it, in abbreviated fashion.  For example:
In Article: F(1,102) = 21.28, MSE = 1.92, R2 =.20.  But as you can see below, the entire ANOVA table can be reconstructed from that little info, but you won’t know what that info is telling you if the ANOVA table itself, which is where the numbers reported come from, is fuzzy to you.  Not  a comfortable situation to be in considering how much research does report that info.
	Source
	SS
	df
	MS
	F
	Observed p-value
	R2

	Model
	41.25
	1
	41.25
	21.28
	.000011
	.20

	Residual
	195.84
	102
	1.92
	
	
	

	Total
	206.27
	
	
	
	
	


Here we work from right to left starting with the F column to complete the table (p-value was obtained with the pf function in R, R2 = SSmodel/SStotal).  Starting with the F and Mean squared error in prediction (MSE, a.k.a. Mean squared residual), F is the ratio of MS for the model to the MSE, so 1.92 * 21.28 = 41.25.  SS are derived by multiplying the MS by the degrees of freedom.  Adding the SS gives us the Total Variance in the outcome variable.   
The ANOVA summary provides you 3 pieces of information of specific interest: Model fit (R2), Prediction error (square root of or just the MSE), and statistical significance of the model (vs. a null of R2 = 0).  
· 6. I would also benefit from refreshing the different types of t-test and their application while reviewing the use in SPSS and R so that it all comes together for me: “This is what I want to accomplish, and here is how I go about actually running it.”

First just decide which you want.   For dependent samples there is some correlation between the samples that has to be taken into account.  Either the same people contribute to both samples (repeated measures) or they are matched in some fashion (e.g. husband-wife pairs).  For independent samples, the samples are unrelated to one another (e.g. sex).
 In both R and SPSS syntax, whether it is a single sample paired or not is easily specified within the function inputs.  Examples:
t.test(var1, mu = 10)  #Because there is only one sample and a value for mu, R knows it’s a 1-sample t-test

t.test(var1, var2, paired =T) #Dependent samples case, paired = F is independent samples t-test.

t.test(myDV ~ groupvar)  #alternative method of independent samples that explicitly denotes the linear model involved

SPSS syntax link (messier but much of that is not necessary for input)
Both can of course be done via menus as well
· 7. I would like to find out more about how to treat continuous variables that you want to group (like high and low hostility) in analyses using tests that assume nominal data with ordinal data?).  Or should we just not be grouping?  What if you use these groups as part of experimental design?

You will not find me suggesting that you ever do this ever.  In very advanced classification procedures you’ve likely not heard of it may be applicable, but there is no good reason that is justified in typical research as it is usually done (often by people apparently afraid to do something besides ANOVA), and with those methods it can only prove detrimental to the findings.
· 8. I would also like to learn more about reading assumptions graphs.  How to know exactly what is a potential problem and what is okay, and also more in depth initial data analysis stuff.

We will deal with this in detail soon (and add more graphs!).  But suffice it to say for now, violating analysis assumptions can potentially negate the whole of the findings (and let’s face it a lot of theoretical assumptions are already sketchy, we’d like to get this part down at least).
· 9. What do each of the four graphs mean in that test of assumptions screen in R?

See above.  We’ll be visiting them again.
· 10. How to create datasets in R?

See the Data set and code page on Data entry.  However I recommend using a viable spreadsheet such as Excel, Calc (Open Office) or SPSS unless you have a small dataset.  For actually dealing with data (transformations, subset analyses etc) R is far easier and more efficient once you get used to it (as is SPSS syntax compared to its menus).
Example create a toy data set N=50 for t.test demo. Comments in green
group=c(rep(1,25), rep(2,25))  #Combine a sequence of 25 1s followed by 2s representing group membership
DV=c(rnorm(25), rnorm(25,1)) #Random values from a standard normal distribution, first 25 come from a population with the traditional mean of 0, for the other group it’s 1
mydata=data.frame(group, DV) #Make the dataset
t.test(DV~group, mydata)
Example of how to with actual data

group=c(rep(1,25), rep(2,25))

DV =c(19,20,1,5,32,…) #Enter all 50 values separated by comma

mydata=data.frame(group, DV)

· 11. How do you change the color of a graph in R?

Depends on what you want to change and the type of graph.  ?par will give you some idea of the parameters that can be tweaked for most graphs.  But as an example
x = rnorm(100)

hist(x, col="red", border="blue")  #produces red bars with a blue border, good for retina burn.

· 12. How do you get confidence intervals for your correlation coefficients in R?

The MBESS package will do this (in terms of a Multiple R for a simple regression with one predictor), but I would probably use the bootstrap. See bootcor in the Mikemisc ‘package’ on the class website.

· 13. Why do we need to load the dictionary in R?

If by dictionary you mean library/package, it’s because they contain specific functions which necessary for a particular analysis or graph. For example, the simpleboot package contains the lm.boot for regression and other functions related to bootstrapping.  R doesn’t bloat.  It won’t load with anything you don’t want it to, but you have the choice to make it load up with any package you want automatically when you start it (forum topic last semester, involves a simple edit to the Rprofile text file). 
Due to the nature of the lab setup, we will have to download packages we want to use each day, but this is not the case on any normal install.
· 14. Do you prefer R or SPSS for producing graphs (i.e., which do you find easier?)

Do you prefer R or SPSS for… the rest doesn’t matter, the answer is currently always R for me and will remain so until SPSS magically makes modern analysis geared toward the academic arena viable without relying on other programs like R to do it for them (SPSS has an R plugin starting with version 16).  But if you want an interesting graph, SPSS is about as bad as it gets among the stat packages (most of which are bad).  
Easy graphs are almost always bad graphs (at least in the current computing age), and they don’t require a stat package to produce.  But if your graph doesn’t relate anymore information than a simple table would there’s not a lot of point to it outside of our inherent visual bias (e.g. what does a bar graph tell you that a table of means wouldn’t?).  

If however you want a truly eye-catching and informative graph, graphics are one of R’s strengths, and a good graph is much easier in R than other programs (not that it will be easy in absolute terms). Here’s a bunny.  Why a bunny? I might ask you instead what you have against bunnies.  Why won’t you graph bunnies?  What’d they ever do to you?  Next you’ll say you don’t like teapots!  Or volcanoes! Or moons in the background! Sheesh!  However, it even does the basics better and you are pretty much only limited by your imagination.
· 15. I would like to find out more about generating empirical distributions (boot strap).

You will!

· 16. I would like to learn more about alternative, modern tests of significance.

You will! Well more modern analyses, bootstrapping robust regression etc. are all at least 20 – 40 years old at this point.
· 17. How do you do a simple regression in SPSS and R?

Future lab will review this

· 18. What’s important in the ANOVA table?

See above

· 19. Can you clarify how to use a grouping variable?

Depends on the theory and goals of research.  You can use it as an outcome, a predictor, a moderator, an indicator for multilevel modeling, a way to hype otherwise meaningless results etc.

· 20. How do you interpret a robust regression output?

I’ll answer this question with a question.  How do you interpret regular regression output?  There is often additional info (for example the weights for the residuals), but the coefficients etc. require no different interpretation than the typical regression.  Can you tell which of the following is the robust regression? Hint: it’s the model with the better prediction.
Residuals:

     Min       1Q   Median       3Q      Max 

-0.67818 -0.23270 -0.05276  0.16817  1.10094 

Coefficients:

            Estimate Std. Error t value Pr(>|t|)    

(Intercept)  0.20269    0.09472   2.140 0.035455 *  

fatalism     0.41777    0.10064   4.151 8.28e-05 ***

simplicity   0.37953    0.10064   3.771 0.000312 ***

---

Signif. codes:  0 '***' 0.001 '**' 0.01 '*' 0.05 '.' 0.1 ' ' 1 

Residual standard error: 0.3512 on 79 degrees of freedom

Residuals:

     Min       1Q   Median       3Q      Max 

-0.69187 -0.19380 -0.02970  0.20031  1.17694 

Coefficients:

            Value  Std. Error t value

(Intercept) 0.1550 0.0883     1.7553 

fatalism    0.3755 0.0938     4.0035 

simplicity  0.4339 0.0938     4.6263 

Residual standard error: 0.2912 on 79 degrees of freedom

· 21. What is eta squared?

The amount of variance in the DV accounted for by the model.  Typically seen in Analysis of Variance with factors as predictors, and is just another name for R-squared.
· 22. How do you read a correlation matrix?

This might seem simple to those used to it but it’s not exactly straightforward.  You have to know which row and column you are dealing with.  The row represents one variable, the column the other to which it relates.  For example, for row X1 and column Y (or vice versa), the correlation is .32.
      X1    X2    X3    Y

X1  1.00  0.62 -0.29 0.32

X2  0.62  1.00 -0.30 0.61

X3 -0.29 -0.30  1.00 0.27

Y   0.32  0.61  0.27 1.00
When the row and column match up the correlation is 1.0, because a variable is obviously perfectly correlated with itself.  But what you can also see is that all the relevant information is required by only examining the lower or upper triangle.  In your own exploratory data inspection (not analysis) it’s sometimes useful to just focus on the correlation between predictors and the outcome when dealing with a lot of variables.
· 23. How do you trim the mean in R?

With scissors. But really there are functions that might do it in a variety of ways, but the basic ‘mean’ function is really straightforward.  mean(var1, tr=.2)  for a 20% trim for example.

· 24. Can we go back over some of the ANOVA stuff in SPSS?

Plenty, though it will be during the second half of the semester.

· 25. Would you cover regression again?

Enough to make your head spin.  That’s most of the course.
· 26. I am still having a hard time finding stuff in R. Will it get any easier? How important is it that I learn to work well in this specific program?

Well, between the help list you can subscribe to, two people at RSS you can always ask questions of, websites devoted entirely to doing R stuff for beginners, Google, entire free books and manuals on the class website and web in general, a Firefox search engine addon called Rseek, built in command line and menu searches etc… I guess I’m a little stumped as to why finding stuff would be difficult. Interpreting what you find is an entirely different matter, and which is why you go to more experienced folk for help in those situations.   Don’t try to do it all yourself.
But yes, it does get easier to use, but like everything else it requires practice.  Good science is no exception to most worthy endeavors in requiring a little elbow grease.  If you want to be proficient at any program stats or otherwise it will require regular use (admittedly not easy for applied researchers, but again, ask someone in the know when you run into difficulty).  As an example, one may be tempted by the end of 5710 to think they’re proficient at SPSS because they can get some output after a couple clicks with datasets specifically chosen for ease of use and demonstration of analysis. However they’re not an experienced user at all if they only used it once a week in lab and never used syntax.  I’ve seen advanced students and faculty spend days trying to sort stuff out that only required a couple minutes when they finally brought it to someone at RSS.
For the last question no one can answer that but you.  It’s not important to learn any specific program (SPSS SAS R or otherwise).  It’s important in doing research to do it well if one bothers to go through the tremendous amount of trouble it takes to do it at all.  Some programs make it easy to do good research analyses, some programs don’t.  I’ll leave it for you to decide which programs do which for yourself.
· 27. I would like to learn more about non-syntax related commands in R.

Not sure what’s being asked here.  Here’s a technical response… um, no, I won’t go there.  You can if you want. 
Commands use syntax in order to produce output.  So the phrase ‘non-syntax’ related commands is a little confusing.  If you just mean menus, you are free to explore them any time you have Rcmdr running.  You don’t have to have a reason to play with data.  If there is a specific function it can be reviewed.  Also note that Rcmdr is not the only gui (e.g. VIM and Amelia packages for dealing with missing values have their own menus).
· 28. I would like to cover rejecting or failing to reject the Null by looking at the confidence interval.

We can.  What’s your null hypothesis? Is that value in the interval? Yes? That means it’s a viable population parameter, so do not reject. Not in the interval? It’s not a viable description of the data (5% error though). Reject.

· 29. I would like to review the tests utilized in doing null hypothesis testing as a refresher.

All classical tests can utilize NHST.  But NHST is a philosophical framework within which to work not a type of analysis or set of them.  I can do a regression with or without it, the interpretation of the meaningfulness of effects, i.e. the important stuff, would not change.
· 30. Can we go over running a robust regression?

Indeed we will, and there are many ways one can.  But as a preview, with the right package loaded it’s as simple as mymodel= rlm(DV~predictor), which was used to produce the output for #20.
· 31. Can we go over the bootstrap and how to interpret the results?

Certainly, but bootstrapping is used primarily to provide interval estimates.  If you know what a confidence interval is, you’re able to interpret anything that has bootstrapping that we’ll use.

myvar=rnorm(100,100,15) #100 random normal deviates with a mean of 100 sd 15 (e.g. WAIS)
library(simpleboot)  #package required
myboot=one.boot(myvar, mean, R= 500)  #bootstrap the mean 500 times
hist(myboot)  #see the empirical sampling distribution of means
perc(myboot, p=c(.025,.975)) #95% CI
· 32. How can you put a normal curve over a histogram in R?

Short answer: don’t.  The normal curve is a density curve, the histogram is a frequency display i.e. they are different scales of measurement, and putting them on the same graph isn’t really informative (kept on the same scale you wouldn’t be able to see the density curve as it’s largest value is usually .00 something while frequencies start at 1).  If you’re curious as to whether the variable is normal, use an appropriate plot like a QQ plot or statistical test like the Shapiro-Wilks.  If you want the smooth (density curve) version of the histogram, just look at that instead of a histogram (they are preferable in my opinion).  But as long as you understand what it is your looking at, it isn’t any big deal and easy to.  multi.hist is from the psych package and does all 3 at once.
x=rnorm(100)  #100 random normal deviates
hist(x) #Regular histogram
plot(density(x))  #density curve
library(psych)
multi.hist(x)  #histogram, density curve, normal curve
· 33. How do you interpret a scatter plot with a grouped variable?

Same as any other scatterplot it shows the linear relationship between the grouping factor and the continuous outcome (the lab will go over an example of a scatterplot of continuous variables with group information color-coded).  Just note that the group order is arbitrary, so the direction of the slope/sign of the correlation is meaningless.  It’s a good way to assess group differences without doing away with the individual data points so you can visually see overlap, distribution, outliers.  I recommend jittering as well.

· 34. How do you read an ANOVA table?

See above.

· 35. What are the values associated with the categories (small, medium, large) cohen’s d coefficients?

According to Cohen himself, that’s determined by the researcher and requires thinking for oneself and understanding the relevant literature and measurement scales.  He did give an example using the heights of young girls.  Are you doing research on that?

· 36. What analyses can only be done in R?

If you mean relative to SPSS, well, none technically if you don’t mind writing small books worth of syntax on your own and shifting your focus from psych to computer science, statistics, and mathematics.  But typically the modern approaches we’ll talk about will only be accomplished with R in any sort of reasonable fashion, and it will also do more with the regular stuff (e.g. OLS regression) and more easily (once you get used to it).
37. How do you do a correlation matrix in SPSS?

We’ll review this presently!

· 38. What is the code to obtain the 20% trimmed mean in R? Can I do that in SPSS?

See above.  Re: SPSS, not in any easy fashion.  Explore gives you a 10% trim but there’s no way to alter it to any other trimming value (and while that’s okay for descriptive purposes, common typical inferential analyses like a t-test would use 20%).
